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Abstract—Conventional blockchain implementations with
append-only semantics do not support deleting or overwriting
data in confirmed blocks. However, many industry-relevant use
cases require the ability to delete data, especially when personally
identifiable information is stored or when data growth has to be
constrained. Existing attempts to reconcile these contradictions
compromise on core qualities of the blockchain paradigm, as they
include backdoor-like approaches such as central authorities with
elevated rights or usage of specialized chameleon hash algorithms
in chaining of the blocks. The contribution of this paper is a novel
architecture for the blockchain ledger and consensus, which uses
a tree of context chains with simultaneous validity. A context
chain captures the transactions of a closed group of entities and
persons, thus structuring blocks in a precisely defined way. The
resulting context isolation enables consensus-steered deletion of
an entire context without side effects to other contextes. We
show how this architecture supports truncation, data rollover
and separation of concerns, how the GDPR regulations can be
fulfilled by this architecture and how it differs from sidechains
and state channels.

Index Terms—DLT, distributed ledgers, blockchain, deletion,
erasability, truncation, rollover, personally identifiable informa-
tion, PII, GDPR, consensus protocols, WORM, append-only
storage, decentralization

I. INTRODUCTION

Most blockchains and distributed ledgers follow an append-
only, write-once read-many (WORM) approach to ensure
auditability and trustworthiness. This pattern means that the
inability to delete deters the adaption of these implementations,
especially where law-mandated removal of person-related data
is obligatory. Additionally, the append-only semantics imply
that blockchain length and data size grow continously, which
makes a long-term blockchain usage problematic. The latter
concern is partially addressed in some scenarios by minimizing
the amount of ledger-stored data: for example, some applica-
tions choose to only store hashes (fingerprints) of the data
on-chain - yet such a restriction reduces the utility of a shared
ledger. Consequently, the adoption of the distributed ledger
technology (DLT) and specifically of blockchains is hindered
by an inflexible approach to auditability.

The mantra of “data cannot be deleted from the blockchain”
is not a requirement that must be implemented at any cost. It
is rather the consequence of cryptographic chaining of blocks,
which itself is an implementation pattern chosen to fulfill the

requirements of tamper-awareness (through integrity checks)
and a decision made in the early blockchain implementations.
In this paper, we argue that deletion should be possible in a
distributed ledger (blockchain), but it should be a consensus-
based action and it must remove data in a way that does not
compromise the integrity of other blocks and their data. The
contribution of this paper is therefore a tree-based structure to
store the ledger, which groups transactions based on business
contextes and into a linear subchain within the ledger tree
where all subchains are valid at the same time. This design
leads to an implementation where linear subchains can be
deleted without affecting the other subchains, and such dele-
tion is decided and agreed in a consensual way.

The benefit of the proposed approach is that it maintains
the important qualities of the blockchain paradigm (decen-
tralization and tracability of decisions, through use of asym-
metric cryptography to ensure the integrity of data, etc.)
while relaxing the restrictions which are heavy obstacles to
the applicability of the blockchains. It is important that this
approach is different from forking (as e.g. in Ethereum) and
also different from “backdoor”-based approaches such as those
relying on so-called chameleon hashes. Another advantage of
the proposed solution is that it fits well into permissioned
blockchains, but can also be used in permissionless solu-
tions. It is agnostic of the consensus algorithm used, and
is intuitive enough to be implemented quickly and easily.
From the business perspective, it supports such commonplace
scenarios as year-end closings (where balances are computed
so that detailed logs can be archived) and also general trunca-
tion/balancing. At the same time, the proposed approach does
not allow the deletion (or overwriting) of arbitrary blocks and
transactions, so that the auditability promise of the blockchain
remains in place. The remainder of the paper is structured as
follows: Sec. II includes the foundations and the state of the
art, Sec. III compares related work to our approach, Sec. IV
presents our contribution, Sec. V describes how we plan to
evaluate our approach and Sec. VI concludes by outlining
future work and current limitations of the presented approach.

II. FOUNDATIONS AND STATE-OF-THE-ART

Blockchains and DLT are described in a large number
of books and articles. A spotlight onto different products
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can be found in [1]; a taxonomy incl. consensus algorithms
can be found in [2]. Different data structures for DLTs are
described in [2] as well, including linear chains, trees and
DAGs (Directed Acyclic Graphs). Strategies for on-chain and
off-chain storage of data are described in [3].

The WORM pattern (write-once, read-many) is the corner-
stone of all blockchain implementations that we are aware
of. Still, to mimic deletion from the business perspective, data
entries can be superseded by a new transaction that is added to
the ledger which describes the changes (deletion, overwriting)
from the business perspective. Thus, when looking at the “most
recent state”, data seems to be “removed” from the blockchain
state or “overwritten” even though technically, it was neither
deleted nor overwritten. An application that accesses the ledger
will see the new transaction (once it has been confirmed by
consensus and replicated), so that the state will reflect the
changes from the business perspective. While this pattern
maintains the WORM property and ensures that business-
level CRUD logic (create, read, update, delete) is available to
the blockchain-using applications, this pattern does not solve
the problem of unbounded data growth and the problem that
PII (person-identifiable data) has to be technically deleted
wherever the EU GDPR (General Data Protection Directive)
or similar regulations apply.

A. Sidechains
A sidechain is a secondary blockchain that operates semi-

independently from a primary blockchain - a concept that dates
back to 2014 [4]. The objective behind a sidechain can be to
increase throughput, to reduce transaction costs or to use a
different consensus algorithm. Depending on specific product,
a sidechain is loosely connected to the primary chain to enable
exchange of value, often through pegging (whereby an amount
of tokens is frozen on the primary blockchain and becomes
available on the sidechain). [5] provides a recent in-depth
survey of four sidechains including Loom, POA Network,
Liquid and RootStock (RSK); the Plasma approach [6] is also
briefly discussed. Other sidechains include Ardor [7], Plasma
Go [8] and many more. There are some critical analyses of
the sidechain concept as well, e.g. [9].

Sidechains are different from state channels (see below)
and from validator/visibility subgroups (in Hyperledger Fabric,
these are known as channels). In particular, sidechains are not
a pattern to improve overall storage efficiency; their primary
goal is to enable interoperability and value transfer between
different DLT instances (incl. interoperability between dif-
ferent protocols and consensus implementations, cf. general
frameworks such as Interledger [10] or Virtualchain [11]). In
a wider sense, sidechains enable off-chain value tranfers from
the perspective of the primary blockchain.

To the best of our knowledge, none of the existing sidechain
implementations includes provisions for controlled technical
deletion in the sense of consensus, the right to veto, or a struc-
tured definition of the context that applies to the sidechain.

B. State Channels
A state channel is scaling solution built “on top of” the

actual blockchain, hence state channels are classified as “2nd-

level scaling solution”. A state channel relies on a smart
contract that locks up funds on the primary blockchain. A
payment channel is a state channel that only supports the off-
chain settling of balances (i.e. cryptocurrency or tokens), but
does not support smart contract execution. Payment channels
such as Lightning often rely on HTLCs (Hashed Time-Locked
Contracts) to prevent double-spends.

With state channels, scalability regarding asset transfer
is improved because transaction on the state channel are
no longer individually and completely verified as “normal”
transactions on the primary blockchain would be. Regarding
scalability of smart contract execution, improvements are
theoretically possible but only if the individual smart contract
executions are no longer validated on the primary blockchain
(which of course defies the trust and decentralization aspects
of a blockchain).

As a state channel uses the same cryptocurrency/tokens that
the primary blockchain, it is different from sidechains. State
channels tend to focus on two-party interactions, though gen-
eralizations to many-party interactions are possible. Another
difference is that state channels are designed to have a limited
life span; when a state channel is closed the resulting balance
is settled on the primary blockchain (in comparison, sidechains
are designed with no fixed life span; they have to synchronize
periodically with the primary chain).

Many state channel implementations already exist, such
as Perun [12], Raiden [13] and others. In the long term,
the Plasma approach [6] may become a heavy competitor to
existing state channel implementations. However, our research
has not identified any state channel implementation that would
support controlled deletion of confirmed transactions, let alone
using precise context scopes (at the level of the protocol
employed by the state channel and by the primary blockchain).

C. Other Attempts to Provide Erasability

Potentially, it is possible to create “individual blockchains”
for each business context where deletion of a single entire
“individual blockchain” might be a solution. For example, in
a consortium of banks that sets up blockchain-based infrastruc-
ture for KYC (Know Your Customer) and AML (Anti Money
Laundering), if personal data would be stored in a single
permission blockchain, entries of an individual person within
that blockchain would not be deletable (except when deleting
the entire blockchain, which is obviously not an option and
affects all other persons). Instead, the said consortium could
create an individual blockchain for an individual person. Then,
all data of that person could be deleted (but not the selected,
individual entries) - this would require a consensus within a
consortium to “drop the entire blockchain of a given person”,
but it would not even require a consensus to delete some
data in a shared blockchain. However, at the time of writing,
applying this pattern to enterprise-ready blockchains such
as Hyperledger Fabric, R3 Corda or Quorum (permissioned
Ethereum) would require setting up individual per-blockchain-
instance instances of node software, i.e. multiplying runtime
resources and costs (and the DevOps overhead, too). In addi-
tion to the efficiency drawbacks, this pattern falls short of the
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real-world relationships since it does not consider the fact that
an individual person might be engaged in business transactions
with other individual(s). Thus, a more refined approach is
needed, and we describe it in our paper in Section IV.

Another, seemingly similar approach to erasability is
suggested by the Amazon Web Services Quantum Ledger
Database (AWS QLDB) [14]. This ACID-enabled centralized
(!) ledger combines an append-only journal with a database-
like ledger, where the ledger data can be deleted by the
journal/history can not. This means that the QLDB jour-
nal assumes the actual role of the append-only ledger in
blockchains, whereas the QLDB ledger assumes the actual role
of an indexed view; this indexed is similar to the “world state
database” in Hyperledger Fabric, but HLF does not permit
deletions from the ledger. At the end, QLDB does not provide
technical erasability at transaction or block level, and thus is
not suitable for storing PII of several independent persons.

D. Ledgers without Chaining and Linearity

In general, the following question should be asked: why
is it at all necessary at all to store consensus-verified (and
timestamped) transactions in a concatenated (“chained”) data
structure? In other words: isn’t it possible to achieve the
quality attributes of the blockchain (tamper-resistance, single
replicated shared truth, decentralization) by using crypto-
graphic signatures that apply only to a given self-sufficient
transaction/block, but do not involve the hashes of its prede-
cessor(s)? The original reason for chaining blocks is to secure
previous blocks even in the cases where only one party (the
miner) seals the block cryptographically; the chaining makes
it significantly harder to forge a new block with a suitable
signature (and then to convince network participants to accept
the forged block). In fact, when a ledger implementation does
not use chaining/concatenation (but still follows the WORM
pattern), we suggest that introducing erasability makes use of
consensus, and provide a detailed proposal in Section IV.

For ledgers without any concatenation of transac-
tions/blocks, it is obvious that our concept of context chains
is not necessary there: it seemingly suffices to establish a
consensus-entailing algorithm for agreed deletion. In other
words, it appears that concatenation-less ledgers can be made
to support CRUD at transaction level, rather than at context
level. However, it is important to note the difference between
deletion on transaction level and conventional deletion on data
level (within the latest “current state” of a non-ledger data
structure), and to clearly understand the consequences:

• in general, deleting a single historical transaction Ti

might render the ledger incorrect, useless or even incon-
sistent, as some or all of the later/subsequent transactions
Ti+1, Ti+2, ... might refer to an undefined value or work
on a state that was modified or created by Ti

• deleting a single data entry within the “current state” of
a non-ledger data structure is only straightforward when
there are no integrity constraints which encompass other
data entries and not just the entry to delete (for exam-
ple, “foreign keys” are a frequent contraint in relational
databases)

In this paper, we only propose a technical solution for
deletion, and do not analyze how the overall integrity of
the ledger-stored data can be maintained (despite deletion of
some transactions). For the special case of deleting the latest
transaction/block (which has no follow-up transactions/blocks,
thus forming the “last update”), the integrity considerations
are less grave, and deletion can be performed more easily, as
described in Section IV-B.

In general, the necessity of chaining would merit a separate
discussion outside of this paper, though we believe that the
linearization at the data structure level contributes to sim-
plifying the analysis of the history and to supporting the
forging of consistent block that is a single entry point to
a conflict-free history log. While the “linear and chained”
pattern was well-suitable for the UTXO concept of Bitcoin,
the problems of forks in Ethereum (despite the concept of
a linear structure with probabilistic, majority-driven addition
of blocks) have led to non-linear designs such as the Tangle
[15] DAG used in IOTA. However, in IOTA, there is a
substantial risk of appending entries which do conflict with
the existing transactions. For such cases, IOTA has a voting
procedure which is designed to resolve individually correct but
conflicting transactions by determining one preferred winner
and one abandoned orphan (one could call it an involuntary
silencing). However, this “involuntary silencing” on IOTA’s
Tangle endangers one of the core promises of blockchain
(that of durability), and is not a consensus-driven ledger-level
deletion as in our approach.

III. RELATED WORK

A. Redactable and Mutable Blockchains

In [16], Ateniese et al. use “chameleon hash” functions
as the foundation for rewritable and redactable blockchains.
Accenture’s well-publicised announcement [17], [18] builds
on the publications of Ateniese et al., as do the US patents
US9959065B2 and US9967088B2. Chameleon hashes per se
are studied in a number of publications, such as [19]–[21].
However, chameleon hashes as in [16] involve trapdoor-like el-
evated rights which may undermine trust and decentralization,
it also does not require the replacement of core cryptographic
routines in a given blockchain protocol. In contrast to that, our
work introduces erasability without introducing rewriteability
at individual block level. As a result, our approach is less
invasive.

In [22], Deuber et al. show how the permissionless Bitcoin
blockchain can be made redactable (using chameleon hashes
from [16]), including modification to the consensus protocol.
While the presented approach enables deletion, it sacrifices the
key WORM (append-only) property. Additionally, Bitcoin is
not the technology used for GDPR-aware application in enter-
prise settings, due to the lack of “smart contract” mechanisms
and due to inefficient Proof-of-Work consensus algorithms.

In [23], Huang et al. extend chameleon hashes/signatures
to the domain of Industrial IoT; they utilize TCS (Threshold
Chameleon Hashes) and ASCS (Accountable-and-Sanitizable
Chameleon Signatures). Still, the use of the chameleon hash
concept has the same disadvantages as discussed above for
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[16]/ [17]. A number of other publication (e.g. [24], [25]) ap-
plies the chameleon hash concept to other blockchain products
and domains.

In [26], Puddu et al. explore an idea of making blockchains
mutable, i.e. editable/rewriteable - and they describe µchain as
applicable to PoA, PoW and PoS blockchains. A prototypic
implementation based on Hyperledger Fabric is mentioned, but
the specified Git repository is not public as of April 2020.
The major difference between our approach and µchain is
that µchain cannot delete or mutate individual transactions
or blocks which have already been persisted. Instead, µchain
introduce compensation-like transaction that are appended to
the blockchain, but appear to retroactively change a specified
transaction that happened in the past.

Unlike technical deletion, business-level corrections can be
performed in a WORM manner, without physically deleting
the previous state: a compensating transaction is written to
the blockchain. This is rather straightforward as long as
consensus about the compensation can be reached between
the blockchain participants; [27] provides an in-depth descrip-
tion of a case study (using Bitcoin). In [28], Matzutt et al.
discuss the question that is complimentary to the ability to
rewrite/redact: the ability to prevent redaction of content.

Certain distributed ledgers that come without append-only
semantics (i.e. without the blockchain-typical WORM pattern),
such as BigchainDB [29], rely on the consensus to prohibit
rewrites. To the best of our knowledge, even those existing
DLTs/blockchains which do not follow the append-only pat-
tern still do not provide facilities for controlled, consensus-
enforced deletion.

B. GDPR-compliant Blockchains
Discussions about privacy GDPR, data protection and

blockchain aspects can be found in [30], [31] (specifically
for Bitcoin), [32]–[34] and many other publications. How-
ever, none of these publications proposes a solution for
deletable/redactable/rewritable blockchain.

Conventional wisdom of using blockchains for privacy-
sensitive applications consists of anonymizing the personal
data [35], or of storing “keys” onto the blockchain (e.g.
random numeric identifiers), where the keys point to off-chain
personal data “values” (e.g. names) [36]. Some approaches
even assign one-time keys (session keys) rather than a constant
key to a given value; distributed IDs (DIDs [37]) go into
a similar direction. However, using indirection and off-chain
storage sacrifices the one-place authority of the blockchain
w.r.t. the auditability of the facts relating to that person.

C. Growth Management for Scalability of Blockchains
Data growth management is often seen as one aspect of

scalability. Sidechains (see Sec. II-A) and state channels (see
Sec. II-B) are the two prevalent patterns to reconcile data
volume and blockchain throughput; but as discussed above,
the two patterns are not sufficient for controlled, trustworth
deletion of data from the blockchain.

Another blockchain scalability pattern is sharding (see e.g.
[38], [39]), which is a general term (known from database and
storage designs) that may cover

• dividing validator nodes (or validator identities) into
pools, so that pools can validate transactions in parallel

• cutting a dataset in slices and storing the slices across n
nodes in a manner different from “each replica contains
all data”, so that m (out of n) slices are sufficient to
reconstruct the entire dataset (similar to RAID storage)

• creating pools of blockchain participants according to
business interests so that a pool’s participants store only
those transactions relevant to them

The third option is similar to the design of channels in
Hyperledger Fabric, and addresses both scalability and privacy
concerns. However, from the deletion perspective, sharding on
its own is not a sufficient answer for erasability. In particular,
we are not aware of any sharding approaches that feature true
erasability from a blockchain or a DLT.

Pruning (cutting off old blocks) has been subject of some
research, see e.g. [40] for an Ethereum-focused concept.
However, pruning discards blocks and transactions regardless
of their content, and selective deletion (as needed in the GDPR
case) is not possible.

IV. ENABLING DELETION IN BLOCKCHAINS AND
DISTRIBUTED LEDGERS WITH CHAINING

To explain our approach, consider a scenario of a con-
ventional shared and decentralized, distributed linear ledger
Llin with chained blocks of transactions (for ledgers without
block/transaction chaining, see analysis in Section II-D).

First, recall that a blockchain transaction can refer to one,
two or more entities that can be PII (e.g. names or addresses).
A simple statement about a person (when a blockchain would
be used for identity management) may refer to only one
PII entry. But in Ethereum, for example, while a simple
transaction can only send Ether from one address to one
address, the definition of an Ethereum smart contract (which
is created through a special transaction) can refer to more than
two hardcoded Ethereum addresses of entities (for example,
the definition of a contract that implements a multisignature
wallet). Also, an Ethereum smart contract can have more
than two input parameters which accept Ethereum addresses
(or other types that can be of PII significance), with input
values that change from invocation to invocation. Overall, a
transaction in Ethereum can refer to more than two persons
or organizations, and other blockchain/ledger implementations
have similar properties. Therefore, one should not assume a
fixed universal upper bound for the size of a transaction’s
context even though we believe 128 could be a reasonable
threshold.

For explanation and illustration purposes, we start with
the following initial simplifications (before gradually relaxing
them in Sections IV-A through IV-E):

• we assume that the blockchain network is operated in a
permissioned way by a set of authorities (“organizations”,
borrowing the terminology from Hyperledger Fabric)
- unpermissioned blockchain designs are addressed in
Sec. IV-D

• we start out with only two blockchain-participating orga-
nizations Orgx and Orgy , and each of them runs at least
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Genesis
block contract with "at least 2" policy

:  𝑐𝑟𝑒𝑎𝑡𝑒𝑠 𝑎 𝑀𝑢𝑙𝑡𝑖𝑠𝑖𝑔 𝑤𝑎𝑙𝑙𝑒𝑡𝐵3 𝑝𝑎

 𝑎𝑛𝑑 𝑒𝑛𝑡𝑖𝑡𝑙𝑒𝑠  ,   ,  𝑂𝑟𝑝𝑎 𝑝𝑏 𝑔𝑥

transfers 10 ETH to

:𝐵1 𝑝𝑎

𝑝𝑏

transfers 15 ETH to

: 𝑂𝑟𝐵2 𝑔𝑥

𝑂𝑟𝑔𝑦

transfers 20 ETH to

:𝐵4 𝑝𝑏

𝑂𝑟𝑔𝑥

transfers 25 ETH to

: 𝑂𝑟𝐵5 𝑔𝑦

𝑝𝑎

Fig. 1. Llin: conventional blockchain: transactions with different context scopes

one blockchain node with a replica of the ledger; both
organizations participate in the consensus

• we assume that the resulting blockchain contains trans-
actions about only two physical persons pa and pb

In total, the transactions on this blockchain can include
statements about any combination of {Orgx, Orgy, pa, pb},
including the empty set. It is straightforward to see
that the context scope of such a transaction can be
{Orgx, Orgy, pa, pb}, {Orgx, Orgy, pa}, {Orgx, Orgy, pb},
{Orgx, pa, pb}, {Orgy, pa, pb}, ..., {Orgx}, {Orgy}, {pa},
{pb} and ∅, for a total of of 24 = 16 combinations.

Fig. 1 shows an example contents of Llin with above
setup. For illustration purposes, each block contains only one
transaction; hashes and other block contents are not shown.
Note how this linear chain mixes transactions that concern pa
and/or pb with transactions which concern Orgx and/or Orgy
or a mix of organization(s) and person(s). Clearly, if pa would
request to have pa’s data deleted from Llin (no matter whether
an individual transaction(s) or all of them), this deletion would
either invalidate Llin (by breaking the chaining if only some
blocks/transaction are deleted), or require the entire Llin to be
deleted as such, incl. transactions without reference to pa.

Even in products where a non-linear ledger structure is used
(such as the Tangle [15] DAG of IOTA), the remaining under-
lying problem is the unstructured placement of transactions.
The core solution aspect of the approach that we propose is a
structured placement of the transactions.

Thus, instead of linear chaining as in Fig. 1, consider our
proposed new approach as illustrated by Lnew in Fig. 2:
anchored at the “global” root (usually containing a genesis
block), we create a set of sub-chains with each having a
sub-anchor (Scope00 through Scope15) which defines each
subchain’s scope. Continuing with the above example, the
resulting DAG (directed acyclic graph) forms a tree with up
to 16 well-defined branches - where all the branches are valid
at the same time. In Fig. 2, all transactions from Fig. 1 have
been placed into the appropriate sub-chain, following the scope
descriptor in the sub-root.

Transaction placement is based on precise scope match. For
example, a transaction with the scope {Orgx, pa} may only
be placed under Scope06, but not under Scope11, Scope13 or
Scope15. The declaration of a transaction’s scope is discussed
in Sec. IV-A.

Note that for illustration purposes, sub-roots in Fig. 2
have been created even for branches where no transactions
have been assigned to yet; to save space and computational
efforts, creation of a sub-branch should be delayed up to the
moment where a first transaction/block need to be added to that
branch. In general, the upper bound for the possible number

of branches (given k organizations and m persons) is
(k+m)∑
i=0

(
(k +m)

i

)
= 2(k+m)

Smart contracts (also stored on-chain) can be handled
similarly to transactions that change the state of assets: smart
contracts with source code whose declaration does reference
PIIs (e.g. the identity/address of the smart contract owner in
Ethereum) are stored in the corresponding context chain. Smart
contracts whose source code do not contain any reference to
PII can be stored in the context chain with the ∅ qualifier (see
Scope00 in Fig. 2).

Note that it would be possible to arrange the roots of the
context chains in several layers, rather than in one. However,
this appears not to yield any space savings - but brings higher
complexity as searching for the context root has to go beyond
the “first layer” after the genesis block.

Now, if person pa requests all of her data to be removed
from Lnew, this affects several branches; we first discuss how
the request-affected branches are identified and addressed (for
the more complex case where a person requests some of her
data to be removed from Lnew, see Sec. IV-C).

Branches with the scopes not including pa at all are not
affected (there are 8 of them). Removing branch with the
trivial Scope03 ({pa}) does not have side effects on any other
branches, and does not concern the node-runners Orgx or
Orgy . However, for the remaining 16-8-1=7 branches, the
deletion of transactions would affect other party/parties, and it
is the consensus principle that is essential here: a transaction
cannot be deleted unilaterily or in an unjustified way, i.e.
against the rights and obligations of other concerned parties.
For example, as the transaction in block B1 describes pa’s
transfer to pb, the blockchain operation should not permit pa
to unilaterally have B1 deleted, unless pb agrees.

Therefore, a deletion consensus is required in general, for
all affected branches. For deleting the branches with the scopes
{Orgx, pa} and {Orgy, pa}, the consensus-finding appears
rather straightforward: organizations Orgx and Orgy check
if they have any rightful business interest to the transactions
stored in those branches, and they can object to the deletion,
preventing consensus.

The consensus rules must thus exhibit the following “all-
must-agree” behaviour:

1) all organizations that are part of the scope have to be
asked to agree and have to respond

2) any organization that is part of the scope has the right to
veto

3) any organization that is part of the scope that does not
respond (to the transaction/branch deletion request) is
considered to have issued a veto
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Genesis
block

Scope00:

∅

Scope01:

𝑂𝑟𝑔𝑥

Scope08:

𝑂𝑟 ,𝑔𝑦 𝑝𝑎

Scope06:

𝑂𝑟 ,𝑔𝑥 𝑝𝑎
Scope07:

𝑂𝑟 ,𝑔𝑥 𝑝𝑏

Scope12:

𝑂𝑟 , 𝑂𝑟 ,𝑔𝑥 𝑔𝑦 𝑝𝑏

Scope05:

𝑂𝑟 , 𝑂𝑟𝑔𝑥 𝑔𝑦

Scope15:

𝑂𝑟 , 𝑂𝑟 , ,𝑔𝑥 𝑔𝑦 𝑝𝑎 𝑝𝑏

Scope11:

𝑂𝑟 , 𝑂𝑟 ,𝑔𝑥 𝑔𝑦 𝑝𝑎

Scope14:

𝑂𝑟 , ,𝑔𝑦 𝑝𝑎 𝑝𝑏

Scope13:

𝑂𝑟 , ,𝑔𝑥 𝑝𝑎 𝑝𝑏

Scope10:

,𝑝𝑎 𝑝𝑏

Scope02:

𝑂𝑟𝑔𝑦

Scope09:

𝑂𝑟 ,𝑔𝑦 𝑝𝑏

transfers 10 ETH to

:𝐵1 𝑝𝑎

𝑝𝑏

transfers 15 ETH to

: 𝑂𝑟𝐵2 𝑔𝑥

𝑂𝑟𝑔𝑦

contract with "at least 2" policy

:  𝑐𝑟𝑒𝑎𝑡𝑒𝑠 𝑎 𝑀𝑢𝑙𝑡𝑖𝑠𝑖𝑔 𝑤𝑎𝑙𝑙𝑒𝑡𝐵3 𝑝𝑎
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transfers 20 ETH to

:𝐵4 𝑝𝑏

𝑂𝑟𝑔𝑥

transfers 25 ETH to

: 𝑂𝑟𝐵5 𝑔𝑦

𝑝𝑎

Scope03:

𝑝𝑎

Scope04:

𝑝𝑏

Fig. 2. Lnew: non-linear blockchain, transactions with the same context scope are located in the same branch (subtree); subroots shown in grey are not
needed and can be created on-demand once blocks with corresponding transactions are mined

However, neither pa nor pb are organizations, and they
do not operate nodes in this example. Thus, it is up to
the consensus-participating Orgx and Orgy to execute the
consensus, even if they are not in the scope of the transactions.
It is thus necessary to design a “guardian mechanism” which
ensures that the rights of an in-scope person (pb’s in the above
example) are properly represented during deletion requests.

In reality, blockchain-using applications tend not to permit
all end users to act directly on blockchain. Instead, organiza-
tions form blockchain business networks and transact together,
representing people and application end users in varying ways.
In particular, blockchain-using applications act on behalf of
the end user (“customer” person) and the end user does not
have insight into the blockchain-level data or code (smart
contracts).

In enterprise-grade blockchains such as Hyperledger Fabric,
a person which is subject of a transaction (such as pa in
the case of the transaction in B1) is not required to be
part of any organization, and can be represented in many
ways, for example as UUIDs, multi-field identifiers, DIDs
(see Sec. IV-A) etc. - consequently, the same person can be
represented through different identifiers. Even in blockchain
implementations that do not have concepts of organizations
and which are geared towards participating individuals (as it
is the case in unpermissioned Ethereum), a transaction about
a person may not need involvement from that person.

We see different designs for identifying the potential “en-
dorsers” of the deletion consensus, and for setting the “en-
dorsement policy”. For a given branch with the scope Sg ,
potential endorsers may be chosen based on these options:

1) all organizations that have endorsed the transactions that
are included in Sg (minus endorsers which have since left
the blockchain network), or

2) all organizations in the scope Sg , plus organizations
which are named guardians of the persons in the scope
Sg , or

3) all (any) organizations within the blockchain network
Possible endorsing policy in every of these three cases should

be “all potential endorsers”, but depending on whether time-
outs are supported in a given blockchain product and on how
reliable the network is, a more flexible policy may be chosen,
resulting in “no response means agreement” implementation
rather than in “no response means veto”.

Removing data from a context chain does not mean that
the sub-root must be removed as well: it can remain in-place
(keeping the scope definition in place) unless the requesting
person insists on having her “presence” in the ledger removed
as well (comparable to “delete account”).

It is clear that after a deletion has been agreed, each ledger-
holding blockchain network participant must replicate the
deletion on its side. Since it can be assumed that the deletion
functionality is part of the ledger implementation, this should
be triggered by the protocol and will happen automatically,
with no human intervention. Still, it is possible that an ill-
spirited node operator makes a copy of the data before the data
is deleted. However, such misuse is not specific to distributed
technology, and DevOps/corporate security measures must be
in place to prevent unauthorized copying of data.

Two particular situations to consider are those of backups
and logs. For logs that contain information that shall be deleted
from the ledger, we can assume that log rotation ensures that
after a certain delay (from the instant where data is deleted
from the ledger), logs will be rotated (deleted), too. Making
sure that the “survival time” of data in logs is in accordance
with laws and rules is the responsibility of the node software
operator, who should be supported by the software-side hints
about this situation. As for the backups, organization with
mission-critical on-chain scenarios may choose not to rely
on other network nodes for collaborative fault-tolerance, but
rather choose to additionally backup ledger data in their own
backend systems. For backups, too, it remains the responsi-
bility of the node operator to ensure that the data deleted
on ledger is also deleted for the backups (in practice, this
may require taking a non-delta snapshot, which can be time-
consuming).

The remainder of this section includes how identities
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can be referenced in the context (Sec. IV-A), the discus-
sion of the particular case with the last (dangling) block(s)
(Sec. IV-B), the possibility of truncation and selective deletion
(Sec. IV-C) and applicability to organization-less and permis-
sionless/unpermissioned ledgers (Sec. IV-D). We also discuss
how our approach can be applied to directed acyclic graphs
(DAGs) and tree-shaped ledgers (Sec. IV-E).

A. Explicit Declaration of Transaction Scope

As stated above, a transaction is sorted into a context chain
based on the declaration of its scope: a set of identifiers
for persons and for organizations which are directly affected
by that transaction. To ensure that the context is identically
understood by all network participants and by the software on
their nodes, we argue that the context should be made explicit
by the transaction submitter, and should not have to be derived
by the transaction validators, let alone by the ledger storage
module. The identifiers to be used may vary depending on the
specific ledger implementation, but we believe that the usage
of DIDs (Decentralized Identifiers [37], a W3C standard) may
be beneficial when referencing humans or organizations.

DIDs are primarilty used by Self-Sovereign Identity solu-
tions (e.g. Sovrin [41] SSI), many of which use a ledger (e.g.
Hyperledger Indy [42]) to store fingerprints (hashes) of Verifi-
able Credentials [43]. DIDs are used both for clients (identity
holders) and service providers (incl. organizations). In SSI,
the user remains in control over which data (incl. assertions
and entitlements) is passed to which service provider - but the
user is also solely responsible for safeguarding her identity
information and doing backups. Most SSI offerings use a
mobile device as biometrically-secured storage for identity
information. As stated above, the identifiers within the context
of the proposed context chain should be sorted for efficiency
reasons; DIDs are simple three-section strings that can be
sorted easily.

Thus, the general ledger technology with our erasability
feature and the SSI approach can converge from two sides:

• general ledger technology can refer to a represenation
for persons and organizations that is vendor-independent,
privacy-oriented and supported by an increasing number
of tools (wallets, identity provider frameworks etc.)

• SSI technology can choose to store/exchange (enrypted)
Verifiable Credentials on-ledger if deletion is enabled,
since GDPR compliance is no longer out of reach

B. Deletion of the last Chained Block(s)

In a linear blockchain, there is always a “last mined block”
at the end, even though a follow-up block may already be in
preparation. This “last mined block” is somewhat special, as it
has no “confirming” blocks behind it (for a certain timespan),
and it appears as if deleting the last block may be simpler -
and this deletion could even be possible without introducing
the context chain pattern into the implementation.

However, deleting such an agreed block is problematic not
only because follow-up blocks (that are already in preparation)
would be obliterated, but also because a mined block should be

considered final (persisted). Therefore, it would be necessary
to extend the blockchain protocol so that the deletion of the last
block requires consensus (which can be very challenging in
unpermissioned blockchains). Additionally, deletion of the last
block slows down the blockchain operations. In fact, deletion
of the last block is itself a special case of truncation, which
we address in the following section.

C. Truncation and Deletion of Some Data (but not necessarily
all data)

There are two types of truncation:
• prefix trunction: dropping blocks with the height m or

smaller on one/several given branch/es
• suffix truncation: pruning blocks with the height n or

larger on one/several given branch/es
For prefix trunction, dropping blocks without replacement
across all nodes/participants in the chain means that new nodes
cannot reconstruct the ledger from the scratch - and that certain
data may be missing. Therefore, prefix truncation appears
reasonable only in ledgers where write transactions include the
write result (and not just the operation performed), and where
any data that was only found in the blocks do be dropped
is re-written to the ledger (in new blocks). Obviously, prefix
truncation is simplified if the ledger implementation maintains
an index with the current state of all assets on the ledger
(the aforementioned Fabric implementation uses an RDBMS
as an index, which also enables faster read queries, as the
ledger needs not be consulted). In such an implementation,
if all the network participants agree to write the current
state on the ledger (in a sort of a new genesis block), the
ledger section itself (the collective history) can be dropped
afterwards. When the ledger is split into contextes (rather than
being a single, linear data structure), the prefix truncation is
simpler because less data needs to be rewritten and dropped.
Another opportunity to support prefix pruning is to create
periodic checkpoints, similar to the approach used in RDBMS:
(sets of) on-ledger blocks that summarize the ledger state at
a particular point in time can serve as trusted data sources
without having to replay the entire ledger history. However,
while pruning of past blocks can be supported by context
chains (e.g. by creating a context chain for each year of
business invoices), prefix pruning cannot effectively replace the
erasability that is enabled by context chains, especially in the
context of GDPR. This is because if PII-relevant transactions
about a given person are spread throughout many blocks of
a linear append-only ledger, deleting the PII data of a single
person may require the pruning of many blocks in a branch
(in general, all blocks) - including the blocks that have no
information about the relevant person.

For suffix trunction, clipping of blocks with the height m
or larger may be needed if (in a ledger where deletion is not
possible) a given block is found to contains wrong or illegal
information (cf. “Bitcoin contains illegal images” dilemma
[44]). If the compromised block is deleted but individual later
blocks (referring to the compromised block) would remain,
these later blocks would see their links to the predecessors
invalidated transitively. In ledgers with the many past blocks
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before the compromised block and only few blocks (if any)
after the compromised block, it might be easier to perform
a suffix pruning and to rewrite (re-append) the confirmed
transaction but in new blocks. Such a post-write operation
requires a consensus on block deletion (which is one part of
our contribution). Additionally, in an append-only ledger that
is a tree (especially when using context chains), we can expect
to see fewer transactions and blocks affected when pruning
a branch-only suffix. Note that this pruning-and-rewriting
pattern is different from the forking pattern: forking abandons
transactions which were considered final and persistent, and
most enterprise-grade blockchains do not allow forking at all.

D. Organization-less and Permissionless Ledgers

The concept of organizations (as it is present in Hyperledger
Fabric) implies a permissioned network and a set of roles. In
permissionless networks (such as those based on the unmod-
ified Ethereum protocol), each participant (represented by a
cryptographic keypair and a derived address) can represent
any entity. Additionally, transactions can make encrypted and
cleartext references to entities (incl. persons) that do not
possess an address/identity based on a network address.

We believe that our concept of context chains is applicable
to unpermissioned and anonymous/pseudonymous networks.
What needs to be adjusted is the step “impacted organizations
must confirm/veto a deletion” in the process of the deletion
consensus. This means that protocol-level deletion consensus
must be written as smart contract-level consensus. We plan to
address the implementation of context chains for unpermis-
sioned networks in future work.

E. Chained Non-linear Ledger Structures (DAGs and Trees)

Beyond a linear chain of blocks, the data structure storing
the ledger can be more general: either a tree (where each
block/transaction has 0..1 predecessors, and each block has
0..m successors) or, even more complex, a general directed
acyclic graph (a DAG). In a DAG, a block/transaction can
have 0..n predecessors (instead of 0..1) and each block has
0..q successors - the Tangle [15] of IOTA uses such an
approach. Design decisions leading to a DAG may be rooted
in incentivization (transactions are only added to the ledger
if “community service” is done by the miner, by confirming
several previous blocks), for parallelization (if multiple min-
ers confirm non-conflicting blocks in parallel), or for other
reasons.

In Fig. 3, a DAG (without context chains) is shown where
block B3 directly confirms both B1 and B2. For explanation
purposes, we assume that the transactions and the blocks are
be sorted in chronological order (e.g. through timestamps)
despite non-linearity of the ledger. Note that the genesis block
is followed by two blocks: B1 and B2 (and each of these two
only confirms one block, the genesis block).

A ledger graph that would have cycles is technically pos-
sible but such a scenario must be avoided, since a cyclic
reference from Bi to Bi means that Bi confirms itself - a
clear contradiction to the time-ordering of blocks and to the
assumption that Bi is not changed after creation.

Genesis
block

contract with "at least 2" policy

:  𝑐𝑟𝑒𝑎𝑡𝑒𝑠 𝑎 𝑀𝑢𝑙𝑡𝑖𝑠𝑖𝑔 𝑤𝑎𝑙𝑙𝑒𝑡𝐵3 𝑝𝑎

 𝑎𝑛𝑑 𝑒𝑛𝑡𝑖𝑡𝑙𝑒𝑠  ,   ,  𝑂𝑟𝑝𝑎 𝑝𝑏 𝑔𝑥

transfers 10 ETH to

:𝐵1 𝑝𝑎

𝑝𝑏

transfers 15 ETH to

: 𝑂𝑟𝐵2 𝑔𝑥

𝑂𝑟𝑔𝑦

transfers 20 ETH to

:𝐵4 𝑝𝑏

𝑂𝑟𝑔𝑥

transfers 25 ETH to

: 𝑂𝑟𝐵5 𝑔𝑦

𝑝𝑎

Fig. 3. A DAG (directed acyclic graph); time ordering of blocks is not shown

Our approach for deleting context chains in append-only
ledgers (as explained at the beginning of Sec. IV) is rooted
in a single genesis block with exactly one subroot for each
branch, and the branches of the resulting tree have no further
branching or subroots. Yet if the ledger structure is built so that
a block can (or even has to) confirm more than one previous
block, the implementation of our approach needs an extension,
which depends on the protocol that governs the construction
and validation of that ledger.

The basic idea is that a new block must confirm a block
with the same context (or the context chain subroot that
defines the context), while it also can confirm further blocks,
including blocks from different context chains. This way, when
a context chain is deleted, hash links from the blocks in other
chains might be severed, but in all remaining blocks in the
remaining context chains, at least one link will remain: that
to another block with the same context (or to the context-
defining subroot).

For the example DAG in Fig. 3, it is possible to structure
the transactions into blocks so that context chains constitute
context isolation that is needed for erasability, while still
fulfilling the requirement that a block must confirm at least
two previous blocks (with the exception of the “first layer”).

The reworked DAG is shown in Fig. 4, where black solid
links designate context chains and grey dashed links designate
hash-based chaining for confirming other blocks.

For the discussion below, we distinguish between dangling
blocks (B5 in Fig. 3/4) and confirmed blocks (in Fig. 3/4:
genesis block and B1-B4). We only analyze the effect of block
deletion on the technical level (linking and tamper-resistance),
since it is obvious that in general, deleting a block may destroy
the logical integrity of subsequent transactions’ content.

At block creation time, even if a to-be-accepted
block/transaction has to validate two or more previous
blocks, the ledger protocol will already consider a block as
valid/persisted if it is confirmed by only one later block (or
none at all): in Fig. 3/4, B1 is only confirmed by B3 but we
assume B1 is considered valid as it immediately follows the
genesis block.

In a DAG, deleting a dangling block (e.g. B5 in Fig. 3/4)
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Genesis
block

contract with "at least 2" policy

:  𝑐𝑟𝑒𝑎𝑡𝑒𝑠 𝑎 𝑀𝑢𝑙𝑡𝑖𝑠𝑖𝑔 𝑤𝑎𝑙𝑙𝑒𝑡𝐵3 𝑝𝑎

 𝑎𝑛𝑑 𝑒𝑛𝑡𝑖𝑡𝑙𝑒𝑠  ,   ,  𝑂𝑟𝑝𝑎 𝑝𝑏 𝑔𝑥

transfers 10 ETH to

:𝐵1 𝑝𝑎

𝑝𝑏

transfers 15 ETH to

: 𝑂𝑟𝐵2 𝑔𝑥

𝑂𝑟𝑔𝑦

transfers 20 ETH to

:𝐵4 𝑝𝑏

𝑂𝑟𝑔𝑥

transfers 25 ETH to

: 𝑂𝑟𝐵5 𝑔𝑦

𝑝𝑎

Scope07:

𝑂𝑟 ,𝑔𝑥 𝑝𝑏

Scope13:

𝑂𝑟 , ,𝑔𝑥 𝑝𝑎 𝑝𝑏

Scope10:

,𝑝𝑎 𝑝𝑏

Scope08:

𝑂𝑟 ,𝑔𝑦 𝑝𝑎

Scope05:

𝑂𝑟 , 𝑂𝑟𝑔𝑥 𝑔𝑦

Fig. 4. A DAG (directed acyclic graph) from Fig. 3 restructured according to the context chain principle; solid black lines represent primary linking whereas
dashed grey lines represent multi-confirmation links from Fig. 3 which might be severed if a context chain with a referenced block is deleted

does not compromise the tamper-resistance of existing later
blocks (if any), but as the deletion can change the status of
preceding block(s): B4 becomes dangling when B5 is deleted;
B3 remains confirmed (by B4) when B5 is deleted.

In a DAG, deleting a non-dangling block may invalidate
following block(s) or even 0..n multi-transaction suffixes
(where each suffix can be a DAG of its own, and suffixes
may overlap): deleting only B1 still leaves behind a DAG
where each remaining non-dangling block has at least one
predecessor and at least one successor so the remainder of
links is still sufficient for a minimal consistency check and
tamper-resistance; however, as transactions in a block may rely
semantically on the transactions in its predecessor, deleting B1

may trigger the need to delete B4 and, transitively, of B5. It
remains to be studied whether deletion of the suffixes should
be more efficient than checking the suffixes for any logical
dependencies.

Whenever a ledger structure is checked for integrity (e.g.
when a node resyncs after having been disconnected for a
while), if a block contains a reference to a block that no longer
exists, it’s up to a specific ledger protocol to see that block
as valid as long as the block correctly references/links to at
least one other existing block. For example, in Fig. 3, if B2

has been deleted during a node’s absense, the re-syncing node
will still find that there is a hash chain from the genesis block
over B1, B3 and B4 to B5.

V. EVALUATION

To implement the context chains and the consensus-based
deletion, we have considered additions/modifications to the
open source code of Hyperledger Fabric and Ethereum (geth).
We believe that the presented concepts of context chains and
deletion consensus are rather clear, even though a peer review
of the concept is necessary before it can be refined and
implemented. Likewise, we believe such an implementation
should be preceded by a structured “request for comments”
workflow, for example by creating an ERC (Ethereum Request
for Comment) [46]. Therefore, this publication serves as the
scientific foundation for such an ERC.

From the efficiency perspective, the additional complexity
and space requirements of our approach will have an impact
on the performance of blockchain operations. However, we
also believe that long-term benefit of erasability (especially
lower storage demands) will outweigh the runtime overhead
associated with context evaluation and with deletion consen-
sus. In particular, if application architecture can store shared
sensitive/PII data (which was previously confined to off-chain
storage and off-ledger data distribution) on-chain, the overall
complexity and resource overhead may decrease. This would
work best in ledger which have mechanisms for selective data
distributions (e.g. channels or the “need-to-know” principle).

VI. CONCLUSIONS AND FUTURE WORK

In this paper, we have presented a novel solution for adding
deletion capabilities to append-only (WORM) blockchains:
using the “context chain” architecture pattern, a separation
of concerns leads to a non-linear ledger structure with an ac-
companying, clear rules of transaction placing. Context chains
are complemented by consensus-driven decision making for
deletion, ensuring that deletion is not endangering auditability
and trustworthiness of the decentralized blockchain/ledger.

We have discussed different aspects of the deletion problem,
including ledgers that do not use chaining, non-cooperating
(or absent) network participants and the effects of non-
absolute majorities on the erasability of data. The oppor-
tunities that are unlocked by the ability to delete data in
append-only blockchains include space savings, accordance
with GDPR rules, and support of business processes such as
rollover/balancing and truncation.

For future work, we want to pursue context chain implemen-
tation for a major enterprise-grade DLT implementation such
as Hyperledger Fabric, R3 Corda or Quorum (permissioned
Ethereum), since these open-source products do not provide
facilities to delete transactions or blocks. Likewise, we plan to
address erasability in ledgers which are used as foundations for
self-sovereign identity, such as Sovrin’s Plenum/Indy ledger.
Finally, we plan to measure the performance and scalability
of deletion, including the consensus phase.
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